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ABSTRACT

With the rapid advancement of artificial intelligence (Al), large language models (LLMs) such as ChatGPT have shown
promising potential for transforming healthcare research and practice. This study explores using LLM agents in conducting a
meta-analysis of medical journal articles and identifying trends in ChatGPT applications within the medical field. By leveraging
LLMs and agentic Retrieval-Augmented Generation (RAG) technology, a proof-of-concept (POC) report was generated from
recent medical journal articles. The study summarizes current trends in ChatGPT applications in healthcare, aims to (1) leverage
LLM agents to generate a POC report after reading the newest medical articles, and (2) examine the collaborative and
interpretative capacities of LLM agents. The findings reveal that LLMs can efficiently extract and synthesize basic and contextual
information from numerous documents, addressing the growing challenge of timely evidence synthesis in medicine. Trend
analysis via LLMs enables broader and deeper insights than traditional human reviews, facilitating knowledge discovery,
minimizing human bias, and enhancing resource allocation and policy decisions. While challenges such as interpretability, data
limitations, and clinical relevance remain, the study underscores the developmental potential of LLM tools for medical literature
review and their role in advancing healthcare research, education, and practice.

Keywords: ChatGPT, Generative Al, Healthcare, Knowledge Discovery, Large language models, LLMs, Medical Al

INTRODUCTION

With the accelerating development of artificial intelligence (Al) technologies, few today would regard Al as merely hype or a
futuristic concept from science fiction. Moreover, the application of Al in healthcare has become ubiquitous, with a wide range
of applications closely linked to Al expertise and its commercial implementations; in other words, academic and company
investigators drive its rapid technological evolution (Beam et al., 2023). Among the many cutting-edge Al technologies,
ChatGPT, a generative Al model introduced by OpenAl in November 2022, can handle Natural Language Processing (NLP)
tasks by predicting the next word based on the learned patterns between input and output sequences. Since its launch, ChatGPT
has garnered significant attention for its ability to generate coherent, grammatically accurate responses that resemble human
language and thought, leading to its widespread adoption in the medical field (Ali et al., 2023; Cooper & Rodman, 2023; Liu et
al., 2023a).

ChatGPT, powered by the GPT-3.5 large language model with 175 billion parameters, was trained on a massive 570GB dataset
from open internet sources (Cascella et al., 2023; Lee et al., 2023; Liu et al., 2023b), making it a comprehensive repository of
global knowledge. Furthermore, these 175 billion parameters highlight ChatGPT’s exceptional language understanding and text
processing abilities, allowing it to extract and summarize information from articles far more quickly than human capabilities.
Acknowledging its potential, Microsoft Research, together with OpenAl, has been studying the possible uses of large language
models in health care and medical applications to understand their fundamental capabilities, limitations, and risks to human
health, including applications in medical and health care documentation, data interoperability, diagnosis, research, and education
(Lee et al., 2023). Cascella et al. suggested that ChatGPT can be applied in clinical and research scenarios, including (1) support
of clinical practice, (2) scientific writing, (3) misuse in medicine and research, and (4) reasoning about public health topics
(Cascella et al., 2023). Moreover, as Al tools become widely accessible, more patients and medical professionals will turn to
them for medical information (Rydzewski et al., 2024). Beyond these practical applications in medicine, the exponential growth
of medical knowledge over the past few decades has created significant challenges for medical students and clinical teams,
making it crucial for Al to supplement and enhance their knowledge to ensure the best possible patient care (Sahni & Carrus,
2023). As a result, Large Language Models (LLMs), such as ChatGPT, have the potential to transform medical knowledge and
education through their powerful capabilities in language understanding and knowledge discovery.

However, Sahni & Carrus noted that qualitative information, such as clinical notes and patients’ reports, is generally harder to
interpret, and multifactorial outcomes associated with clinical decision-making make algorithm training more difficult. As a
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result, generative Al has not played a major role in healthcare delivery (Sahni & Carrus, 2023). Several barriers hinder its clinical
use, such as the lack of up-to-date medical information, failure to consider specific patient circumstances, and insufficient
medical expertise and background necessary to understand the complex relationships between conditions and treatments
(Cascella et al., 2023; Liu et al., 2023a). Additionally, there is a shortage of knowledge management and implementation
understanding for integrating LLMs and ChatGPT into clinical practice (Liu et al., 2023b).

Despite these challenges, applying LLMs and ChatGPT has significant potential to enhance multiple aspects of healthcare (Miao
et al., 2024). The development of LLMs and ChatGPT is at a crossroads, where the coexistence of opportunities and challenges
presents the possibility of either stagnation or progress, warranting further investigation. Therefore, systematically summarizing
and analyzing the current research landscape is crucial for comprehensively understanding these technologies and facilitating
their practical applications. Such reviews help identify knowledge gaps, enabling more systematic research advancement (Pool
et al., 2024). Additionally, comprehensive literature reviews facilitate knowledge discovery and sharing. Lai et al. pointed out
that the rapid pace of medical progress and evidence turnover has increased the demand for timely evidence synthesis, as
systematic reviews can integrate and evaluate existing research to guide clinical decisions and inform health guidelines (Lai et
al., 2024). However, human memory and time limitations make it challenging for individuals to review multiple documents
simultaneously in a limited timeframe. In contrast, LLMs can rapidly analyze and summarize large volumes of literature in
minutes, offering valuable insights into recent trends in ChatGPT applications in medicine while unconstrained by human
subjectivity and time limitations.

Beyond traditional human-driven literature review, this study incorporates LLMSs, such as ChatGPT, harnessing their intrinsic
knowledge and language comprehension capabilities alongside advanced Retrieval-Augmented Generation (RAG) technology
to enhance the review process. This approach uses LLMs as clinical knowledge bases and knowledge retrievers, incorporating
external tools (e.g., search engines and database connections) to answer medical queries (Zakka et al., 2024). By leveraging
LLM RAG agents, this research focuses on summarizing trends in ChatGPT applications in healthcare—particularly regarding
their utility, evaluation, performance, and associated challenges and risks—based on the publication dates of selected newest
medical journal articles. Accordingly, the research objectives are as follows:

1. To generate a proof-of-concept (POC) report using large language model (LLM) agents that identifies trends in ChatGPT
applications in healthcare.

2. To explore the collaborative and interpretative capacities of LLM agents in responding to human queries and interacting
with one another.

A trend is a consistent pattern or direction of change observed in data over time, indicating a general movement or shift. It aids
in identifying and predicting developments within a specific field and provides valuable insights for future research directions.
Unlike reviews that focus narrowly on a specific subject, analyzing trends over time offers a broader, more holistic perspective.
It demands a substantial volume of articles, a broader understanding, and deeper reasoning to identify patterns, shifts, and
emerging themes—capabilities that LLMs can effectively provide. Moreover, this study employs LLMs to conduct a literature
review that identifies trends in the applications of ChatGPT within the medical field. This approach facilitates knowledge sharing,
enhances clinical expertise, and validates the ability of LLM tools to guide scholars and research institutions toward more
effective research and technological advancement.

While understanding trends or reasoning logically may come easily to humans, these tasks remain difficult for Al. Moravec
highlights that tasks easy for humans—such as perception and motor control—are often the hardest for machines, while tasks
requiring adult-level reasoning are easier to automate (Moravec, 1988). Currently, Al systems mostly reflect weak Al (also
known as Narrow Al), excelling in narrow domains but lacking the adaptive, embodied learning seen in humans. For instance,
ChatGPT can generate fluent text but does not truly understand meaning, and image recognition systems can accurately classify
objects in large datasets but struggle to transfer that knowledge to real-world contexts. Building on this, Matsuo distinguishes
between “Child Al,” which, like children, learns and acquires knowledge through experience, and “Adult AI,” which can perform
expert-level tasks based on predefined knowledge and know-how. (Komeichi and Hase, 2020). In this context, enabling and
training Al agents to communicate with each other, learn, and grow beyond narrow functions is essential for advancing toward
more general intelligence.

BACKGROUND

Natural Language Processing and Large Language Models

Natural Language Processing (NLP), which explores how computers understand and manipulate human natural language text or
speech to perform tasks such as question answering, machine translation, and information extraction, encompasses Natural
Language Understanding (NLU), which focuses on grasping the meaning of a given text, and Natural Language Generation
(NLG), which involves automatically producing readable text from structured data using meaningful phrases and sentences (Ali
& Shandilya, 2021). However, traditional rule-based NLP has faced the complexity of human language, struggling to understand
and organize text with a reasonable level of accuracy, particularly when addressing challenges like sparsity, unseen word
representation, and long-term dependency tracking (Yadav, 2024; Yildiim & Asgari-Chenaghlu, 2021). To overcome these
challenges, deep-learning-based approaches such as Recurrent Neural Networks (RNNs) and Convolutional Neural Networks
(CNNs) were developed (Yildirim & Asgari-Chenaghlu, 2021). In 2017, Google introduced the Transformer, a neural network
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architecture that utilizes a multi-head attention mechanism for sequence modeling, which outperformed RNNs in machine
translation with superior translation quality, lower training costs (Tunstall etal., 2022), and strong pattern recognition capabilities.
Transformer architecture employs an encoder-decoder framework, where the encoder compresses the input sequence into
embedding vectors, and the decoder sequentially generates output text based on these embeddings. ChatGPT is based on this
Transformer architecture, specifically leveraging the decoder-only variant to generate human-like responses. To date, the
development of LLMs has enabled them to understand human-like language and transform it into another artificial language
(Yadav, 2024).

As we can see, LLMs are designed to process, understand, and generate human language, and with their vast number of
parameters and deep neural network architectures, LLMs can learn from a diverse range of language data in a self-supervised
manner, enabling them to perform tasks in NLU and NLG tasks (Ren, 2024). Moreover, people using LLMs can perform
knowledge-intensive tasks by utilizing the extensive knowledge stored in LLMs for tasks requiring domain-specific expertise or
general knowledge and harness the reasoning capabilities of LLMs to improve decision-making and problem-solving (Yang et
al., 2024). Several LLMs were developed and released in 2023, gaining significant popularity, with notable examples including
OpenAl’s ChatGPT and Meta AI’s LLaMA (Yao et al., 2024). As LLMs advance, they become increasingly capable of handling
a broader range of NLP tasks.

ML
NLP
DL Human Language
Human Knowledge
P —

Al

LLMs

Source: Mastering NLP from Foundations to LLMs (Gazit & Ghaffari, 2024);
AI-Natural Language Processing (NLP) (Ali & Shandilya, 2021)
Abbreviations: DL, Deep Learning (deep neural network); ML, Machine Learning
Figure 1: The relationship between LLMs, NLP, and Al

Utility of LLMs and ChatGPT in Medicine

The development of ChatGPT aims to endow it with general cognitive skills, enabling it to respond to user prompts, assist with
various tasks, and maintain a memory of previous interactions for natural, human-like dialogue (Lee et al., 2023). Due to its
accurate and well-crafted responses on various topics, ChatGPT quickly captured worldwide attention (Liu et al., 2023a). To
date, users can utilize ChatGPT as an NLG tool to acquire information and perform various tasks (Patel & Lam, 2023).

In the field of medicine, studies propose that based on its massive trained data and the text generation and summarization
capabilities of LLMs, it can perform at near-human levels across applications such as clinical trial recruitment, diagnosing
complex medical cases, patient education, medical Q&A and medical consultation, medical knowledge, clinical decision support,
clinical trial selection, and various documentation tasks like medical notes, clinical reports, patient clinic letters, progress notes,
and discharge summaries, significantly enhancing the efficiency and accuracy of healthcare providers (Ali et al., 2023; Eriksen
etal., 2023; Lee et al., 2023; Liu et al., 2023a; Nguyen & Pepping, 2023; Patel & Lam, 2023; Unlu et al., 2024; Wu et al., 2024;
Xue et al., 2023). Compared with 849 practicing physicians across six core medical disciplines on the performance of LLMs on
the Israeli board residency examinations, the findings mark a critical milestone where LLMs achieved physician-level
performance and underscore the potential maturity of LLM technology (Katz et al., 2024). Moreover, in medical research,
ChatGPT can read medical research material and engage in knowledgeable discussions, such as providing summaries of content,
offering technical analyses, identifying relevant studies, evaluating conclusions, and proposing follow-up research questions
(Lee et al., 2023). Wu et al. (2024) suggested that LLMs have demonstrated significant capabilities, showing the potential to be
part of adaptive physician training, medical copilot applications, and digital patient interaction scenarios (Wu et al., 2024).
ChatGPT has shown the potential to be a disruptive technology, and the sands of medical education are shifting; course designers,
program and institutional leaders, and accreditation agencies must begin to consider Al implications (Cooper & Rodman, 2023).
Consequently, effectively developing and implementing LLMs, such as ChatGPT, is essential for advancing medical knowledge
and education.

Cooper and Rodman pointed out that residents and fellows should be prepared for future clinical practice, in which Al tools will
become an integral part, and must be familiar with and understand the capabilities and limitations of Al to support their practice
(Cooper & Rodman, 2023). However, ChatGPT’s responses are generated probabilistically based on patterns and knowledge
learned from its training data in answering user queries. As an auxiliary information tool between patients and doctors, it is
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important to note that ChatGPT’s answers may vary depending on the input sentences (Liu et al., 2023b). Moreover, when faced
with questions that require experiential judgment, are unclear, have many possible answers, lack a standard answer, or inquire
about nonexistent matters, ChatGPT may fabricate stories or provide responses with mixed accuracy. One major limitation of
LLMs is their tendency to hallucinate false or irrelevant information or be influenced by noisy data (Matsumoto et al., 2024).

Furthermore, it is difficult for users to know whether the answers provided are grounded in appropriate facts (Haug & Drazen,
2023). While errors and deception are not unique to ChatGPT, its ability to rapidly create highly credible false evidence and
materials is particularly impressive (Cascella et al., Liu et al., 2023a). These errors or fabrications are especially dangerous in
medical contexts because the errors or falsehoods are presented so convincingly that the person making the query may be
convinced of their veracity (Lee et al., 2023).

In the medical field, the accuracy of information is crucial, and errors or inaccuracies in information are detrimental. To use
ChatGPT safely and reliably, it is necessary to conduct a rigorous human review process and adhere to relevant standards such
as accuracy, reliability, explainability, interpretability, and user acceptance benchmarks (Liu et al., 2023a). Therefore, although
ChatGPT can be considered a first step in the documentation process, the expertise of clinicians remains essential for evaluating
the quality of auto-generated documents (Nguyen & Pepping, 2023; Patel & Lam, 2023). Consequently, Liu et al. (2023b)
proposed that ChatGPT could augment human intelligence, enabling humans and computers to perform better than humans alone.
It is necessary to continue with a human-in-the-loop approach, especially in the early stages of adopting these new technologies
(Ali et al., 2023). It is important to use Al models such as ChatGPT to support, rather than replace, healthcare professionals in
their decision-making process (Xue et al., 2023). Katz et al. (2024) argued that the combined approach of a physician working
in conjunction with Al showed superior results compared with Al operating in isolation, exemplifying the concept of synergy
wherein collaborative efforts outshine individual performances and presented a formidable union between Al and physician
practice.

Aside from issues of accuracy and hallucination, ChatGPT is trained using data from the Internet, which may have established
inherent social biases, such as racial, gender, and/or cultural biases (Nguyen & Pepping, 2023; Zakka et al., 2024). Biased data
may lead to potential negative impacts, such as disparity, requiring pre-processing, data cleaning, imputation, and transformation.
However, this approach is not feasible for the vast training data used for large LLMs. Therefore, scholars suggest another
viewpoint: treating data as informative artifacts that, when examined from a social perspective, can reveal patterns of values,
practices, and inequities across groups by considering historical and current social contexts as key factors in addressing biases
(Ferryman et al., 2023) — viewing biased data as artifacts rather than trash.

Prompt Engineering, Retrieval-Augmented Generation (RAG), and Agentic RAG

ChatGPT provides relevant natural language responses seconds after users initiate a conversation by inputting simple natural
language queries (prompts). According to user inquiries, ChatGPT generates responses based on probability, predicting the most
likely sequence of words, which may result in fabricated content. Moreover, ChatGPT responses are very sensitive to the form
and choice of wording of the prompts, making it necessary to develop and test prompts carefully to acquire the best possible
responses (Lee et al., 2023). To obtain the best answer and avoid hallucination and confabulation, appropriate prompts are needed
to guide LLMSs’ responses, which is known as prompt engineering. Prompt engineering is an emerging field, and it will take time
to establish the best methods for creating task-specific prompts (Cohen et al., 2023).

The accuracy and reliability of ChatGPT-generated content are contingent upon the quality of input data and the effectiveness
of prompting techniques; thus, prompt engineering has emerged as a crucial aspect of utilizing LLMs effectively for various
NLP tasks (Hu et al., 2024; Nguyen & Pepping, 2023). Hu et al. developed a clinical task-specific prompt framework that
includes (1) baseline prompts with task description and format specification, (2) guideline-based prompts, (3) error analysis-
based instructions, and (4) samples for few-shot learning to enhance LLMs’ performance (Hu et al., 2024). Their results
demonstrated the effectiveness of this prompt-based approach in enhancing the performance of LLMs. However, prompting can
only improve the responses of LLMs to a limited extent and cannot change the inherent parameters and innate capabilities of
LLMs.

To achieve the best performance of LLMs, providing a large amount of up-to-date data in specific professional fields for fine-
tuning LLMs can significantly enhance their capabilities in those areas. However, fine-tuning requires large amounts of data to
optimize model parameters and consumes extensive computational resources. Thus, when resources are limited and the ability
to improve LLM responses through prompt engineering is constrained, Retrieval-Augmented Generation (RAG) becomes
another optimal choice. RAG combines search retrieval and natural language generation capabilities; it extracts relevant
information from external knowledge datasets based on user queries and then generates responses with the language model.
Adding the retrieved text to the LLM’s context (prompts) before generating an answer improves the quality of text generation.
Scholars have utilized RAG technology to develop a medical question-answering system. The results of using large language
models with RAG technology indicate that RAG can enhance the effectiveness of LLMs at a lower cost and efficiently prevent
hallucination phenomena (Zakka et al., 2024).

Beyond migrating prompt sensitivity and reducing the risk of hallucinations, RAG can incorporate the most up-to-date medical
information or proprietary internal data rather than relying solely on ChatGPT’s innate knowledge and language processing
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capabilities. As a result, RAG is favored for tasks requiring up-to-date, comprehensive information, such as clinical decision-
making, educational applications, question-answering, document summarization, and conversational agents (Miao et al., 2024).
In a recent study, Matsumoto et al. (2024) developed a new tool called the Knowledge Retrieval Augmented Generation Engine
(KRAGEN). KRAGEN combines knowledge graphs, retrieval-augmented generation (RAG), and advanced prompting
techniques to solve complex problems and limit hallucinations (Matsumoto et al., 2024), demonstrating the potential to enhance
knowledge discovery and management, particularly in rapidly evolving fields where staying updated is crucial. However,
traditional RAG systems are limited by static workflows and a lack of adaptability for multi-step reasoning and complex task
management. In contrast, Agentic Retrieval-Augmented Generation (Agentic RAG) overcomes these limitations by embedding
autonomous Al agents into the RAG pipeline to orchestrate retrieval, filter relevant information, and refine responses, excelling
in scenarios requiring precision and adaptability (Singh et al., 2025). Although RAG technologies (RAG, advanced RAG,
Agentic RAG) cannot change the inherent parameters and intrinsic capabilities of LLMs, they can maximize LLMs’ potential in
a precise and highly economical manner.

MATERIAL AND METHODS
This study aims to conduct a meta-analysis of medical journal articles. In addition to applying a traditional literature review
approach, it also employs LLM agents (base models: Meta LLaMA 3.1/3.2 8B, OpenAl GPT-3.5/GPT-40) and advanced RAG
technology to aggregate research findings and offer insights into trends in ChatGPT applications in healthcare.

LLM Agentic RAG System

The RAG-powered design involved five major key components: data loading and splitting, embedding (data vectorizing),
retrievers, LLM agents, and database (Fig. 2). PDF documents were loaded and split into appropriately sized chunks. After that,
the embedding process encoded the text (paper content) into a high-dimensional vector space and stored it as a compressed
dataset (vectorized article content). The retriever(s) then extracted the most relevant information from the vectorized documents
based on the user’s query and generated the input context for the LLM, incorporating task-specific prompts. The agentic retriever
includes well-defined task goals and appropriate retrieval methods to ensure that the LLM agent produces the best results. A user
query (sub-task goal) may vary from requesting basic information like identifying the article’s author, publication date, title, and
methods to more in-depth insights, such as the article’s findings, importance, implications, and beyond. A user query can also
ask the fundamental LLM to synthesize and summarize the extracted information. Responses generated by LLM agents can be
stored in various formats, including CSV files, relational databases, or graph databases such as SQL.ite and Neo4j. All extracted
information stored in a database or a CSV file could serve as long-term memory for later use. Figure 2: Pipeline of an LLM
Agent System with Prompt Engineering and RAG illustrates the LLM agents using the database and RAG technology, which
leverages LLMs to retrieve relevant information and generate responses using external data sources.

=) | Embedding l = %

Documents ] Vector dataset (Vector Store)
(load and split) l

Query (Human text/voice) / Prompt

(Prompt Enginegring) Agentic RAG Retrievers

Context + Query

2
*
&
0" o
Y 4
Database (short/long term memory) LLM agents

(Graph/SQL/CSV)

Agent Response

Figure 2: Pipeline of an LLM Agent System with Prompt Engineering and RAG

LLM Tools
Below are software tools for constructing the LLM agent system.
« Programming Language: Python.
- Database: SQL.ite (relational database); Neo4j (graph database); CSV file (table records).
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« LLMs: Meta Llama 3.x, OpenAl GPT-3.5/GPT-40 (ChatGPT), TAIDE (Taiwan); temperature setting: 0.0.
+ Framework: LangChain/LangGraph; Llama-index; crewAl.
+ Quality and Safety (Evaluation) Packages: RAGAS (Retrieval-Augmented Generation Assessment System), Trulens.

Data Sources
A total of 35 medical articles from 16 journals (Table 1) from January 2023 to December 2024 were selected and grouped into
4 periods to perform the literature review and POC experiment of this study.

Table 1: Number of selected articles from different journals:

Article | 2023/1- | 2023/7- | 2024/1- | 2024/7-
Journal Name included | 2023/6 | 2023/12 | 2024/6 | 2024/12
1. Journal of the American Medical Informatics Association 5 1 1 3 -
(JAMIA)

2. JAMA Network Open 3 - 2 1 -
3. Clinical and Translational Medicine 2 2 - - -
4, Journal of Clinical Medicine 2 - - - 2
5.  Diagnostics 1 - - - 1
6. IEEE Access 1 - 1 - -
7. IEEE Journal of Biomedical and Health Informatics 1 - - 1
8.  Frontiers in Digital Health 1 - - - 1
9. JMIR Formative Research 1 - - 1
10. The Lancet Digital Health 2 2 - -
11. Journal of Medical Internet Research 3 1 - - 2
12.  Medicina 1 - - 1 -
13. Medicine 2 - - - 2
14. Nature 1 - 1 -
15. New England Journal of Medicine (NEJM) 3 2 1 - -
16. New England Journal of Medicine Al (NEJM Al) 6 - 1 5

Total 35 8 7 12 8

Source: This study.

Proof of Concept (POC) Report

This study proposes utilizing ChatGPT to generate a review report after feeding the contents of 35 journal articles. LLM agents
identified the articles' basic information (e.g., authors, published or accepted date, and article title) and contextual information
(e.g., research findings and discussions). Based on the above responses generated by the LLM agents, we will then ask them to
summarize the trends in ChatGPT applications and propose a ChatGPT-generated POC report. Prompts were written in natural,
conversational language, commonly used in everyday communication, without specifying explicit instructions. However, we ask
the LLM agent to standardize all dates to the Year-Month-Day (Y-M-D) format due to inconsistencies in the date formats across
articles. References are asked to be formatted according to APA style. We employed multiple retrieval technologies—including
LLM retrieval, sentence-window retrieval, BM25 retrieval, auto-merging retrieval, and fusing retrieval—to evaluate how RAG
agents perform in generating optimal responses across different contextual settings. This setup was designed to assess how
various retrieval strategies influence the quality and relevance of responses generated by the RAG agent under varying levels of
contextual complexity. This approach observes and understands the interactions between different retrievers and LLM agents
under more general, real-world conditions, highlights the refinement strategies applied to prompts, RAG mechanisms, and LLM
agent implementation, and provides insights for future studies.

ChatGPT-Generated POC Report Assessment

LLM self-evaluation:

Evaluation of LLM RAG agent response performance (Fig. 4) may involve human judgment, ground truth comparisons,
traditional NLP-based methods, and LLM Self-Evaluation. In this study, multiple approaches were employed to assess the
performance of ChatGPT. First, traditional NLP evaluation metrics, such as BLEU and BERT scores, were applied to assess
whether the responses were semantically aligned. Second, we used the OpenAl moderation tool and the Langkit package to
examine the input data and output responses for harmful factors, such as prompt injection, jailbreak, and hallucination. Third,
we utilized the open-source packages Langkit, RAGAS (Retrieval-Augmented Generation Assessment System), and Trulens,

along with ChatGPT’s innate language capabilities, to assess RAG' s performance. We measured Answer Relevance and

Groundedness (Faithfulness) scores for the generation phase and Context Relevance scores for the retrieval phase, as illustrated
in Fig. 3 (RAG Triad).
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Query
Answer Relevance Context Relevance
Is the answer relevant to Is the retrieved context
the query? relevant to the query?
Response — Context
Groundedness
Is the response supported

by the context?

Context Relevance: The relevance between the Query and Context Retrieved.

Answer Relevance: How relevant the responses are to the queries.

Groundedness: A measure of the hallucination in the answer generated

Source: https://www.trulens.org/getting_started/core_concepts/rag_triad/
Figure 3: RAG Triad

A set of 17 evaluation items will be employed to assess the Context Relevance, Answer Relevance, and Groundedness of RAG
performance (i.e., retriever ability). Metadata questions (6 items) are designed to evaluate outcomes related to meta-data (e.g.,
title, author, published date), whereas contexture questions (11 items) focus on assessing the retrieval quality of substantive
content, such as methods and results/findings.

MLMs (e.g. BERT) need to

be fine-tuned to provide

e Traditional NLP Evals the right feedback

Scalable

Evals such as * MLM Evals LLM Evals have strong

BLEU, ROUGE are e LLM Evals ReECEuEISVIE
too syntactic human evals but can

be expensive

Meaningful

Human evals are
BSOS elcal ¢ Human Evals

& can have variance

e Ground Truth Evals

Ground truth is hard
v
to collect at scale

Source: https://www.trulens.org/getting_started/core_concepts/feedback_functions/
Figure 4: Evaluation of LLM response

RESULTS
Human-driven Review
The trends in ChatGPT application in healthcare literature reveal a shift from early studies focused on language understanding,
document processing, and potential applications to more recent research emphasizing LLM performance evaluation, system
construction, knowledge sharing, and education. Data biases, challenges, and risks are examined positively in the literature;
however, researchers have recently raised concerns about overreliance on LLMs (Fatima et al., 2024; Xu et al., 2024).

Scholars and medical experts aspire to promote patient-centered healthcare through collaborative efforts between Al and humans
(Rydzewski et al., 2024). Studies show that more ChatGPT applications will be developed, and systems with LLM agents and
RAG technology will likely be applied in more specialized fields. Although most studies report positive findings, Platt et al.
point out that comfort with using ChatGPT/LLMs is relatively low compared to other Al tools (Platt et al., 2024). There is room
for improvement before ChatGPT applications can be effectively deployed in real-world scenarios. However, an increasing
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number of systematic reviews highlight the ongoing advancements and achievements in the applications of LLMs and ChatGPT
in healthcare.

Human-driven review across four 6-month periods from February 2023 to December 2024, as follows:

Period I: Feb. 2023 to June 2023

Studies:

In writing a discharge summary using LLM, scholars found that the LLM responses were likely accurate for most patients, with
additional information not included in the prompt automatically generated by ChatGPT (Patel & Lam, 2023). However, Xue et
al. (2023) argued that ChatGPT may not be capable of independently handling the complex work of clinical practice. They
emphasize that the focus should be on the potential applications of ChatGPT in human-computer interaction to enhance its
usability in clinical practice. For instance, the diagnosis and treatment of mental illness heavily rely on doctor-patient
questionnaires, interviews, and judgment (Xue et al., 2023).

Ali et al. created 38 clinical hypothetical scenarios and used ChatGPT to write patient clinic letters; results showed that the
clinical letters generated by ChatGPT performed well in terms of overall correctness and humanness scores, with readability
levels similar to those of letters generated by humans in the real world (Ali et al., 2023). Meanwhile, in exploring the novel use
of GPT-4 to assess its possibilities for medical note-taking, innate medical knowledge, and medical consultation, along with the
associated risks in healthcare delivery and medical research, the study revealed that GPT-4 is still a work in progress (Lee et al.,
2023). A study by Haug &Drazen showed that Al could listen and write a clinical note about an encounter and serve as a teacher
and assessor in medical education; moreover, chatbots (using the GPT-4 model) could significantly impact daily medical practice,
with their potential to influence the practice of medicine is substantial (Haug & Drazen, 2023).

Vanderbilt University Medical Center used ChatGPT to generate clinic decision-support suggestions for clinical alerts and
compared non-inferiority with optimized human suggestions from eight perspectives. The results showed that the
understandability and relevance of ChatGPT-generated clinic suggestions were on par with human suggestions; however, the
scores for usefulness and acceptability were slightly lower than human suggestions; additionally, the Al did not produce
redundant suggestions, did not reverse or impact work process flow, and did not exhibit bias issues (Liu et al., 2023b). With
effective prompting techniques, ChatGPT can generate structured responses for healthcare progress notes, including subjective,
objective, assessment, plan, and intervention sections, holding great potential for streamlining healthcare documentation
(Nguyen & Pepping, 2023). Future research could include real-time monitoring and predictive analytics, precision medicine and
personalized treatment, telemedicine and remote health care, and integration with existing healthcare systems (Liu et al., 2023a).

Exploration, Trials, and Preliminary Verification of LLMs Usage:

® Exploration of Potential Applications and Impact of LLMs / ChatGPT
Investigating potential application directions and impacts of ChatGPT, as well as verifying its capabilities through Proof
of Concept studies (Ali et al., 2023; Cascella et al., 2023; Haug & Drazen, 2023; Lee et al., 2023; Liu et al., 2023a; Liu et
al., 2023b; Nguyen & Pepping, 2023; Patel & Lam, 2023; Xue et al., 2023).

® Optimize LLMs’ Response through Appropriate Prompting
Seeking more appropriate prompts for specific professional fields and usage scenarios to optimize ChatGPT’s output
increases its application feasibility (Lee et al., 2023; Nguyen & Pepping, 2023).

® Discussion on Bias, Challenges / Risk, and Future Suggestions
Addressing problems encountered during usage and providing future suggestions while focusing on risks and challenges
(Haug & Drazen, 2023; Lee et al., 2023; Liu et al., 2023a; Nguyen & Pepping, 2023). Many scholars suggest integrating
ChatGPT with Electronic Health Records (EHR) to avoid hallucinations and mixed accuracy and emphasize the importance
of Human-in-the-Loop and Collaboration (Haug & Drazen, 2023; Liu et al., 2023a). There is also some discussion on
built-in biases that might lead to inequalities among marginalized groups (Beam et al., 2023).

Period I1: July 2023 to Dec. 2023

Studies:

A study by Kanjee et al. found that the generative Al model provided the correct diagnosis in its differential diagnosis in 64%
of challenging cases and as its top diagnosis in 39%, comparing favorably with existing differential diagnosis generators (Kanjee
etal., 2023). The result shows the potential ability of LLMs in complex diagnostic reasoning. Moreover, combined with effective
instruction prompt tuning, Singhal et al. suggested that the strong performance in answering medical questions may be an
emergent ability of LLMs, although human evaluations reveal that these models still fall short of clinician performance (Singhal
et al., 2023). Sahni and Carrus examine the use of Al in three domains of healthcare delivery: insurance reimbursement, clinical
operations, and quality and safety. They pointed out that the need for Al to improve healthcare services is undeniable (Sahni &
Carrus, 2023).

Chinese scholars applied ChatGPT to identify ancient Chinese medicine prescriptions and analyze case data, showing that
ChatGPT could effectively distinguish between effective and ineffective prescriptions, with accuracy improving as the sample
size increased and revealing differences in disease stages and the primary and secondary use of medications (Li & Zheng, 2023).
Scholars have also compared the practical abilities of humans and ChatGPT, evaluating GPT-4’s performance in diagnosing 38
complex real-life medical case challenges and comparing its success rate to that of simulated readers from medical journals.
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GPT-4 correctly diagnosed 57% of the cases, outperforming 99.98% of the human-simulated readers, highlighting the potential
for Al to be a powerful supportive tool for diagnosis (Eriksen et al., 2023).

Contrastingly, in a diagnostic study, treatment options generated by LLMSs in precision oncology did not reach the quality and
credibility of human experts; however, they produced helpful ideas that might complement established procedures (Benary et
al., 2023). Benary et al. (2024) suggested that LLMs could be increasingly important in screening and selecting relevant
biomedical literature to support evidence-based, personalized treatment decisions. To get quantified responses, Hu et al.
examined the capabilities of LLMs for clinical named entity recognition (NER) tasks and proposed task-specific prompts to
improve their performance, showing consistent performance improvements across two different clinical NER tasks (Hu et al.,
2024).

From POC Stage to Practical Application in Healthcare and Evaluation of LLM:

® Continuing Exploration of LLMs on Capabilities and Different Applications
Hu et al. point out that the performance of GPT models improved with task-specific prompts, but they still require careful
prompt engineering and understanding of task-specific knowledge (Hu et al., 2024). In this period, studies were built on
previous discussions of technical capabilities and applications, but with a more diverse range. For instance, ChatGPT can
analyze and summarize case records from the Song dynasty medical literature to understand ancient Chinese medical
practices and provide historical references for modern clinical applications and research in Chinese medicine (Li & Zheng,
2023). In addition, the focus has shifted toward practical real-world applications and their performance (Benary et al.,
2023; Cohen et al., 2023; Eriksen et al., 2023; Hu et al., 2024; Kanjee et al., 2023; Sahni & Carrus, 2023; Singhal et al.,
2023), with one study suggesting that LLMs are not yet applicable as a routine tool for aiding personalized clinical
decision-making in oncology (Benary et al., 2023).

® Challenges and Risks
Meanwhile, scholars still emphasize Al as a tool to support the decision-making process with human oversight, that is, the
importance of Human-in-the-Loop (Eriksen et al., 2023; Kanjee et al., 2023). On the other hand, Sahni & Carrus proposed
that AI’s slow adoption in healthcare delivery is due to a lack of patient confidence, such as concerns about privacy and
trust in the output (Sahni & Carrus, 2023).

® Governance
Discuss the statistical challenges in applying Al to data analysis and emphasize the human-in-the-loop approach, in which
Al supports and assists expert human judgment (Hunter & Holmes, 2023). Furthermore, studies suggested that we can face
potential problems and risks from a governance perspective and recognize the importance of original raw data; therefore,
biased data should not be viewed as garbage but rather as artifacts to address and improve health inequalities. (Ferryman
et al., 2023; Goldberg et al., 2024).

Period I11: Jan. 2024 to June 2024

Studies:

Wu et al. (2024) investigated the medical knowledge capabilities of LLMs in the context of their internal medicine subspecialty
multiple-choice test-taking ability, comparing the performance of five open-source LLMs with the proprietary models GPT-4
and Claude 2 in the field of nephrology, with GPT-4 demonstrating human-like test-taking ability in this difficult subspecialty
field of internal medicine. To optimize the performance of LLMs, Zakka et al evaluated Almanac, an LLM framework augmented
with retrieval capabilities from curated medical resources for medical guidelines and treatment recommendations, by comparing
its responses to 314 clinical questions spanning nine medical specialties against those of standard LLMs (ChatGPT-4, Bing, and
Bard); as a result, Almanac with RAG technology showed a significant performance improvement compared with other LLMs
(Zakka et al., 2024).

To understand more, scholars conducted a scoping review to assess the current research landscape of the application and use of
LLMs and generative Al, such as ChatGPT, for responsible use in telehealth, highlighting their potential based on articles from
a search across six databases (Pool et al., 2024). Miao et al. proposed a specialized ChatGPT model integrated with an RAG
system, tailored to align with the KDIGO 2023 guidelines for chronic kidney disease, demonstrating its potential to provide
specialized and accurate medical advice and marking a step toward more reliable and efficient nephrology practices (Miao et al.,
2024). Moreover, Katz et al. (2024) evaluated the performance of LLMs on the 2022 Israeli board residency examinations,
finding that GPT-4 ranked higher than most physicians in psychiatry, performed similarly to the median physician in general
surgery and internal medicine, and, although it performed lower in pediatrics and OB/GY N, remained higher than a considerable
fraction of practicing physicians. Rydzewski et al. tested five publicly available LLMs on 2044 oncology questions in clinical
oncology. The results showed that, relative to a human benchmark based on 2013 and 2014 examination results, GPT-4 was the
only model that performed above the 50th percentile. (Rydzewski et al., 2024).

Lai et al. surveyed to explore the feasibility and reliability of using LLMs to assess risk of bias (ROB) in 30 randomized clinical
trials (RCTs) from 4 medical papers. They demonstrated substantial accuracy and consistency in evaluating RCTSs, suggesting
LLMs’ potential as supportive tools in systematic review processes (Lai et al., 2024). Liu et al. examined the feasibility of using
LLMs to help patients draft questions by generating relevant follow-up questions to ensure that healthcare providers receive the
necessary information to safely and accurately answer the patient’s question. Three LLMs were tested: CLAIR, a locally fine-
tuned model; GPT-4 with a simple prompt; and GPT-4 with a complex prompt. CLAIR performed best overall compared to the
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other models and healthcare providers, while GPT-4-complex scored higher in utility and GPT-4-simple in completeness, but all
were lower in clarity and conciseness (Liu et al., 2024). Another study investigated the feasibility of using LLMs to automate
the assessment of criteria and risk factors from guidelines for future analysis against electronic health records (EHR), showing
that all LLMs perform well in extracting demographic criteria and risk factors, with some performing better on extracting social
determinants of health, family history, and preventive counseling services (Luo et al., 2024).

Given that participant screening in clinical trials is a labor-intensive and error-prone process that requires significant time and
resources, leveraging LLMs offers an opportunity to enhance the screening process (Unlu et al., 2024). To overcome the
limitations of LLMs, Unlu et al. (2024) evaluated the utility of a RAG-enabled GPT-4 to improve the accuracy, efficiency, and
reliability of screening for a trial involving patients with symptomatic heart failure, finding sensitivity and specificity for
determining patient eligibility were 92.3% and 93.9% using the Inclusion-Exclusion Review, compared to 90.1% and 83.6%
with the study staff. To overcome the limitations of conventional dietary assessment methods, which primarily rely on self-
reporting or structured interviews conducted under the supervision of dietitians, researchers are enhancing multi-modal ChatGPT
for dietary assessment by integrating prompt engineering, image input, and functional tools with ChatGPT, thereby further
facilitating the dietary assessment process (Lo et al., 2024).

System Construction, Performance Comparing (benchmark) of LLMs, and Human in the Loop:

® Improvement of LLMSs' Performance and the Construction of Application Systems
Focusing on real-world and complex scenarios (Katz et al., 2024; Lai et al., 2024; Liu et al., 2024; Luo et al., 2024; Miao
et al., 2024; Pool et al., 2024; Rydzewski et al., 2024; Unlu et al., 2024; Wu et al., 2024; Zakka et al., 2024), and
construction of application systems (Liu et al., 2024; Zakka et al., 2024). Efforts are being made to improve LLM
performance through prompt engineering and advanced technologies such as RAG and fine-tuning (Lai et al., 2024; Liu et
al., 2024; Luo et al., 2024; Miao et al., 2024; Pool et al., 2024; Unlu et al., 2024; Wu et al., 2024; Zakka et al., 2024).
In this period, systems and frameworks were deployed for real-world applications, such as Almanac, LiVersa, and
RECTIFIER (Miao et al., 2024; Unlu et al., 2024; Zakka et al., 2024). Wu et al. benchmarked the performance of both
proprietary and open-source LLMs in answering multiple-choice nephSAP nephrology test questions by using the
instruction-following prompting strategy. As a result, GPT-4 scored significantly better than other LLMs, scoring 73.3%,
while the passing grade for human test takers was 75% (Wu et al., 2024). Meanwhile, other studies also employed prompt
engineering and RAG technology to improve LLMs’ response and reduce uncertain output (Miao et al., 2024; Zakka et al.,
2024). With sufficient resources, Liu et al. introduced CLAIR, a locally fine-tuned model that applied low-rank adaptation
to conduct supervised fine-tuning on Llama2 (70B) using a local dataset of patient messages and responses from their
physicians at VUMC (Liu et al., 2024).

® Evaluating and Comparing the Performance of LLMs:
Gaining a preliminary understanding of LLMs’ capabilities, the research further compares the performance of various
LLMs on different tasks and metrics (Lai et al., 2024; Luo et al., 2024; Rydzewski et al., 2024; Wu et al., 2024; Zakka et
al., 2024) and evaluates the performance of LLMs and ChatGPT in comparison to human abilities (Katz et al., 2024; Liu
etal., 2024; Luo et al., 2024; Rydzewski et al., 2024; Wu et al., 2024).

@ [ocusing more on the concept of Human-in-the-Loop:
Pool et al. pointed out that, in the context of responsible use, issues such as privacy, security, and accountability were
peripheral themes, with transparency, explainability, human agency, and contestability lacking conceptual or empirical
exploration frequently discussed in studies (Pool et al., 2024). Scholars emphasize that the utilization of LLMs in real-
world clinical settings necessitates careful ethical consideration; it is imperative that healthcare professionals meticulously
validate the extracted information to mitigate biases, ensure completeness, and maintain accuracy (Luo et al., 2024).
Additionally, Katz et al. suggested that the potential is boundless by harnessing our extensive and ever-growing medical
knowledge, facilitated through tools such as LLMSs, and combining it with human intuition, relationship-building skills,
and clinical exposure (Katz et al., 2024).

Period 1V: July 2024 to Dec. 2024

Studies:

Fatima et al. (2024) reviewed 83 studies that met the inclusion criteria to assess the applications of ChatGPT in healthcare
education, research, writing, patient communication, and clinical practice, highlighting its usefulness in research and academic
writing, particularly in enhancing grammar, clarity, and coherence, which supports non-English speakers and improves
accessibility by breaking down linguistic barriers (Fatima et al., 2024). Similarly, a study on ChatGPT-3.5 highlights its role in
enhancing vocabulary, preventing plagiarism, generating hypotheses, suggesting keywords, summarizing articles, and
simplifying medical jargon, demonstrating its effectiveness in communicating scientific knowledge (Dergaa et al., 2024).
Meanwhile, Xu et al. (2024) investigate the current status of ChatGPT in medical education, focusing on its potential, challenges,
and strategies, and Lawrence (2024) studies the use of ChatGPT as a tool for medical education and clinical decision-making.
(Skryd & Lawrence, 2024; Xu et al., 2024).

A thorough literature review of publications on ChatGPT and dermatology, covering English articles from November 2022 to
August 2024, highlights ChatGPT’s significant potential in passing dermatology specialty exams, providing reliable responses
to patient queries—particularly for common dermatological conditions—and supporting patient education, professional training,
clinical decision-making, and medical writing support (Goktas & Grzybowski, 2024).

The 25" International Conference on Electronic Business, Hanoi, Vietnam, August 21-25, 2025
518



Chou, Lin & Li

Ghanta et al. (2024) conducted a narrative review on the applications of ChatGPT in Heart Failure (HF) prevention, diagnosis,
management, and research, providing healthcare professionals and policymakers with an in-depth understanding of its potential
and constraints in HF care while also exploring its effectiveness in managing HF by reducing hospital readmissions, improving
patient outcomes through customized treatment plans, and addressing social determinants of health (SDoH) (Ghanta et al., 2024).
In addition to performing general NLP tasks, LLMs are well-suited for creating knowledge graphs, expanding their utility beyond
traditional applications. Blanchard et al. (2024) use ChatGPT-based knowledge graphs to categorize and structure mHealth
(Digital Therapeutics, DTx) content at the example of an online fibromyalgia self-management program; as a result, the study
reveals that knowledge graphs are crucial for enhancing the transparency of self-management programs, developing new
conceptual frameworks, and integrating feedback loops (Blanchard et al., 2024).

Zhang et al. selected a total of 68 studies examining the application of LLMs in orthopedics across clinical practice, education,
research, and management, with 47 studies (69%) focusing on clinical practice, 12 (18%) on orthopedic education, 8 (12%) on
scientific research, and 1 (1%) on management. At the same time, ChatGPT was the most commonly mentioned LLM tool
(Zhang et al., 2024). Furthermore, research on nine studies, categorized into subgroups of patient education, diagnosis, and
clinical management, indicates that while LLMs demonstrated high accuracy in patient education, their readability often
exceeded recommended levels; however, ChatGPT provided more reliable recommendations compared to other LLMs, yet all
models lacked depth for individualized decision-making (Zarfati et al., 2024). This result suggests a need for prompt engineering
to instruct LLMs and the utility of RAG to provide precise context input, thereby improving their outcomes to meet user
requirements better.

Focusing on Multi-model LLMs, Medical Education, and Knowledge Management in Practice:

® Multi-model LLMs and Agent function tools
Multi-modal LLMs, such as GPT-4V and LLaVA, have been introduced to recognize image and text inputs, utilizing
various agent tools to enhance capabilities and improve patient outcomes. LLMs can perform tasks beyond traditional NLP
applications (Lo et al., 2024; Zarfati et al., 2024).

® Medical Education and Knowledge Management
Applications of ChatGPT and its role in medical education and knowledge management have been acknowledged,
particularly for supporting non-English speakers and enhancing accessibility by breaking down linguistic barriers (Dergaa
etal., 2024; Fatima et al., 2024; Goktas & Grzybowski, 2024; Skryd & Lawrence, 2024; Xu et al., 2024).

® Risk of overreliance and the prevention of over-dependence
In addition to the risks of bias, plagiarism, ethical and social issues, medico-legal complications, data accountability,
quality, transparency, potential inaccuracies, and privacy concerns, the risk of overreliance and the prevention of
overdependence have begun to attract scholarly attention (Fatima et al., 2024; Xu et al., 2024).

LLM Agent-generated POC Report
Metadata (including paper title, authors, published date, abstract, keywords, journal name, and citation) and contextual content
(e.g., purpose, methods, findings, applications, discussion) were extracted and interpreted by LLM agents and stored in a CSV
/SQL database. Metadata and the trends in ChatGPT applications, as identified from 35 medical articles by the LLM agent, are
presented in the resulting POC report.

The trends in ChatGPT applications, as extracted from the POC report, are presented below:
Trends in ChatGPT applications in healthcare
Period | (Jan 2023-Jun 2023):

« Application in Clinical Decision Support:
ChatGPT has been increasingly used to provide clinical decision support, offering healthcare professionals reliable
information and guidance on various medical conditions. However, its responses are generated based on patterns and
knowledge learned from training data, which may not always be up-to-date or tailored to individual patient situations.
« Intelligent Question-Answering for Medical Documentation:
ChatGPT has shown promise in intelligent question-answering for medical documentation, streamlining the process of
generating accurate and consistent clinical notes. This application has the potential to reduce time spent on preparing
healthcare progress notes while enhancing consistency and quality.
+ Radiological Decision-Making:
Researchers have explored the utility of ChatGPT in radiological decision-making, leveraging its ability to analyze patient-
specific data for personalized treatment recommendations. However, rigorous human review processes are necessary to
mitigate risks such as privacy concerns and biases.
» CDS Optimization:
ChatGPT has been applied to optimize clinical decision support (CDS) systems, integrating with existing healthcare
systems to provide more accurate and personalized guidance. Future research directions should focus on precision medicine,
addressing potential risks and challenges associated with this application.
« Application in Healthcare Systems:
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ChatGPT has been integrated into various healthcare systems, facilitating telemedicine interactions and improving patient-
physician communication. However, development standards for interoperability and compliance with privacy regulations
are essential to ensure the safe and effective use of ChatGPT in these systems.

* Future Directions:

Future research directions should focus on precision medicine, addressing potential risks and challenges associated with
ChatGPT’s applications. Additionally, the development of standards for interoperability and compliance with privacy
regulations is crucial to ensure the safe and effective use of ChatGPT in healthcare.

Period 11 (Jul 2023-Dec 2023):
« Clinical Named Entity Recognition: The study assesses the potential of large language models like GPT-3.5 and GPT-
4 in clinical named entity recognition (NER) tasks, proposing task-specific prompts to enhance their performance.
* Improving Large Language Models for Clinical NER:
Improving large language models for clinical named entity recognition via prompt engineering is proposed as a strategy to
enhance the models’ performance, particularly with minimal training data. The study evaluates these models on two clinical
NER tasks and finds that using advanced prompt strategies significantly enhances GPT-3.5 and GPT-4’s performance in
extracting relevant entities from clinical data.
« Leveraging Large Language Models for Clinical Decision-Making:
Leveraging large language models like GPT-3.5 and GPT-4 for clinical decision-making is explored, with potential
applications including identifying personalized treatment options for cancer patients and generating treatment strategies
that may not be easily found by human experts.
» Enhancing Feasibility for Clinical Applications:
The study highlights the importance of evaluation schemas that accurately reflect the capabilities and performance of large
language models in clinical contexts. The findings suggest that GPT-4 models show potential in achieving close
performance to state-of-the-art models, but require careful prompt engineering and understanding of task-specific
knowledge.
» Automating Clinical Information Extraction:
Automating clinical information extraction is another application area explored, with the use of advanced prompt strategies
enhancing the feasibility of large language models for this purpose.
* Question-Answering Tasks:
Large language models like GPT-3.5 and GPT-4 are also being used for question-answering tasks in clinical settings, with
potential applications including supporting machine translation and improving clinical information extraction.
« Future Directions:
Future research directions include exploring the use of large language models for more complex clinical tasks, such as
analyzing medical literature and identifying potential drug interactions.

Period 111 (Jan 2024—Jun 2024):
« Dietary Assessment with Multi-modal ChatGPT:
GPT-4V demonstrates exceptional capabilities in food detection, even without fine-tuning or adaptation using a food-
specific dataset. The model’s ability to handle ambiguous food items is notable, as it can utilize contextual cues in language
prompts to refine its recognition. GPT-4V shows promise in conducting nutritional analysis from images captured by
wearable cameras during passive dietary intake monitoring among adults of Kenyan and Ghanaian origin.
« Clinical Trial Screening with Retrieval-Augmented Generation (RAG) Models:
RAG models, such as GPT-4, demonstrate superior accuracy and reliability in determining patient eligibility compared to
manual screening by study staff. The effectiveness of RAG models is highly dependent on the quality of input data,
particularly contextual information about the food’s origin.
» Multi-modal ChatGPT for Dietary Assessment:
Self-supervised learning approaches are used to address food detection and recognition challenges in dietary assessment
tasks. GPT-4V’s portion size estimations are comparable to those of human dietitians, but individual eating habits and
environmental factors may still impact the overall accuracy of dietary assessments.
« Future Directions for ChatGPT Applications:
Enriching language prompts can significantly improve the performance of RAG models in various applications.
Developing more robust and diverse datasets will help address the limitations of current RAG models in handling complex,
unstructured data from electronic health records.

Period IV (Jul 2024-Dec 2024):
* Orthopedic Research:
Large language models (LLMs) have potential in orthopedic research, particularly in automating simple, repetitive tasks
such as writing medical records for common orthopedic diseases. LLMs can assist newly graduated physicians in disease
management and provide diagnostic or treatment decisions.
» Melanoma Care:
LLMs demonstrated high accuracy in patient education, but readability often exceeded recommended levels. Multi-modal
LLMs like GPT-4V showed capabilities in distinguishing melanoma from benign lesions with varying accuracy influenced
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by factors such as image quality and clinical context. ChatGPT provided more reliable recommendations compared to
other LLMs in clinical management advice, although all models lacked depth for individualized decision-making.

* General Trends:

The overall risk of bias in studies evaluating LLM applications was assessed as low to moderate, indicating reliable results.
Future studies should explore fine-tuning these models on large, diverse dermatological databases and incorporate expert
knowledge to address limitations such as generalizability across different populations and skin types.

* ChatGPT Performance:

ChatGPT 4.0 generated mostly accurate responses to melanoma-related questions with an accuracy score of 4.88/5 and a
high appropriateness rate of 92%. ChatGPT outperformed Google Bard in accuracy, readability, and comprehensiveness
across multiple patient queries.

« Future Directions:

LLMs hold promise as a valuable tool in enhancing melanoma care when aligned with clinical guidelines and used under
physician supervision.

POC Report with Instructed Prompt

The LLM agent’s responses to trends demonstrate variability. Without a request for comparative analysis of pre- and post-trend
developments, the LLM agent focuses exclusively on generating responses for different periods of each ChatGPT application
(as described above). When the trend is explicitly defined and an instruction for pre- and post-comparison is provided, the
resulting responses change accordingly, as illustrated in the following Period IV (with instructed prompt).

Trends in ChatGPT applications in healthcare
Period 1V (Oct 2024- Dec 2024): (with instructed prompt)
Application Areas Expanding into New Frontiers

o mHealth Self-Management Content: Generative Al-based knowledge graphs and network analysis were employed to
categorize and structure mHealth content for a fibromyalgia self-management program. This application showcases the
potential of ChatGPT in creating personalized digital therapeutic content.

e Patient Education and Clinical Decision-Making: The systematic review "Exploring the role of large language
models in melanoma" highlights ChatGPT's utility in patient education, clinical decision-making, and melanoma
diagnosis. This demonstrates the tool's capacity to support informed healthcare decisions.

e Text Network Analysis and Knowledge Graphs: A study on a self-management program for fibromyalgia utilized
ChatGPT4 and Infranodus to analyze text networks, identify key relationships, and uncover connections between
disease mechanisms. This application illustrates the value of Al in analyzing digital therapeutics and enhancing patient
experiences.

Emerging Trends and Future Directions

e Multimodal Al Applications: The research on fibromyalgia self-management content emphasizes the importance of
user experience assessments before clinical testing. ChatGPT's capabilities in generating video and avatar content, as
well as knowledge graph analysis, are poised to expand into this area.

e Personalized Medicine and Patient-Centered Care: As the applications of ChatGPT continue to grow, it is likely that
the tool will play a more significant role in personalized medicine and patient-centered care. By analyzing individual
patient data and developing tailored content, healthcare providers can deliver more effective and empathetic care.

Future Outlook

e Continued Advancements in Natural Language Processing: Ongoing improvements in natural language processing
(NLP) will enable ChatGPT to better understand complex medical concepts, nuances of human language, and the
subtleties of patient interactions.

e Integration with Electronic Health Records: As healthcare systems increasingly adopt electronic health records
(EHRS), it is likely that ChatGPT will be integrated into these systems, allowing for more seamless communication
between healthcare providers and patients.

By staying at the forefront of Al research and development, ChatGPT continues to open up new avenues for innovative
applications in healthcare, education, and various other domains.

Database
Users may retrieve the necessary information using SQL queries, traditional coding technology, or an LLM-based SQL agent at
any time.

LLM Self-Evaluation

The retrievers and agents' results using the TruLens evaluation package are presented in Table 1, Evaluation of Retriever Engines.
The results showed that the Sentence Window Retriever and Query Engine (which fuses the BM25 Retriever and vector retriever)
performed better. However, when assigning a paper number to the Summary Engine, we observed better performance than the
other retriever engines. As a result, we employed the Sentence Retriever to retrieve information such as methods and findings,
while the Summary Engine (Llamalndex framework) was used to extract basic metadata within the article.
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As the queries could not be specifically aligned with the textual content, the Context Relevance score (how good is the retriever)
was relatively low, averaging around 0.3. Although a low score may typically indicate that the retriever engine (RAG agent) is
not suitable for the task, this is not necessarily the case in our study. Since we queried isolated terms or short phrases—such as
dates, authors, or important findings—from a large body of text, lower scores were expected and do not inherently reflect poor
performance.

Table 1. Evaluation score of Retrieval Engines

Retriever Engine R':\Ir:/\{avﬁ(r:e R(él(ze r:f;:ée Groundedness Remark
1. summary_engine_all 0.89 0.23 0.33 all
2. sentence_engine_all 0.96 0.35 0.69 all
3. query_engine_all 0.85 0.33 0.71 all
4. summary_engine_basic 0.83 0.23 0.41 metadata
5. sentence_engine_basic 0.76 0.33 0.79 metadata
6. summary_engine_method 0.81 0.23 0.39 context
7. sentence_engine_method 0.90 0.33 0.69 context

all: all evaluation questions; metadata: metadata evaluation questions; context: Contexture questions
Source: This study.

FINDINGS AND DISCUSSION
This study does not establish any predefined literature review criteria. Instead, it simply applies the natural language
understanding (NLU) and natural language generation (NLG) capabilities of LLMs to explore the interactions and effectiveness
of Agentic RAG. Prompts, Retrievers, and even the language model are iteratively adjusted or selected until the outcomes reach
an acceptable level. Instead of using strict, rule-based prompts, this study adopts words typically used in everyday human
communication, which may introduce variability in LLM agents’ responses. However, the study does not focus on the answers
but on what happens during the interactions.

Compared with human understanding of trends, Al-generated responses differ in style and structure. Based on their knowledge
and ability, humans produce varying interpretations and expression styles, often focusing on individual perspectives that may
lead to logical leaps. In contrast, without specific instructions or output formats, Al generates responses based on the most
probable patterns in the model. It is well-organized and balanced, but lacks reflective reasoning and personal style. Although Al
responses do not reflect subjective preferences, they often lack uniqueness and may include redundant or unnecessary content.
Moreover, LLM outputs tend to be longer and more formal, requiring additional time for review and editing, which may reduce
efficiency and increase the workload of healthcare providers (Liu et al., 2023b; Liu et al., 2024).

Addressing limitations such as lack of uniqueness, absence of reflective reasoning, and inefficiencies caused by overly formal
or unnecessarily verbose outputs requires careful attention to prompt sensitivity and continued refinement in prompt engineering.
These issues highlight the importance of prompt tuning strategies tailored to the task domain and agent behavior. RAG agents
exhibit unpredictability due to the probabilistic nature of LLMs and their sensitivity to input phrasing. Therefore, they require
an approach that learns and adapts through interaction and experience—much like a child Al—rather than relying on predefined
rules. While clear instructions and examples improve consistency, challenges remain for non-native English users.

Furthermore, prompt effectiveness is inherently constrained by the limits of LLMSs' capabilities. By combining prompt
engineering, optimal retriever selection, and evaluation mechanisms, agentic systems can be guided toward more reliable and
context-aware outputs. Although RAG improves accuracy, it depends on retrieval quality and embedding capabilities. Integrating
multiple models and specialized agents for sub-tasks may enhance performance. These adaptive, iterative processes align with
human-centered goals and contribute to more robust and interpretable Al applications.

A low Context Relevance score indicates that the retriever struggles to extract the most relevant information from large document
collections. Unlike traditional programming algorithms that deliver deterministic results, LLM agents often produce inaccurate
or inconsistent outputs when extracting key metadata (e.g., publication date, authors, paper title) from academic articles. These
issues stem from the probabilistic nature of LLMs and the formatting variability across journals. Similar to how human
communication can be affected by context, personality, culture, and education, interactions with or between LLM agents can
also lead to misinterpretations and response variability. Nevertheless, due to their human-like communication patterns, LLM
agents may eventually be alternatives to traditional Human-Machine Interface (HMI) or User Interface (Ul) design methods. A
promising approach involves integrating conventional information technologies for data extraction and storage with LLM agents
for data vectorization, semantic understanding, and knowledge generation.

Due to the uncertainty caused by hallucinations in LLMs’ responses, applying LLMs and ChatGPT in clinical practice still
requires further validation. However, for individual use, LLMs and ChatGPT can serve as auxiliary tools for healthcare
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professionals in tasks such as knowledge extraction, information summarization, and documentation, helping to save time and
increase efficiency. Furthermore, our primary concern is not only the presence of hallucinations but also the over-reliance on
technology. As advancements in technologies such as Agentic RAG and Reinforcement Learning from Human Feedback (RLHF)
frameworks improve the quality of Al performance, making errors harder to detect, users may become increasingly dependent
on the answers provided by LLMs. This reliance could diminish critical thinking, causing users to lose their style and rely on the
outputs to answer questions or complete assignments, potentially leading to plagiarism. Additionally, when collaborating with
LLMs, the model may automatically adjust wording that both parties previously accepted.

LIMITATIONS
The literature reviewed in this study comprises only 35 selected articles, which are not based on systematic review criteria;
therefore, the results may not fully represent the overall trends in LLM and ChatGPT applications in healthcare but rather reflect
the specific findings presented in these articles. However, this POC research result can still serve as a baseline reference for
verifying the capabilities of LLM agents for later use. Future research could expand the database sources and adopt the PRIMSA
method to enhance the study’s comprehensiveness.

This study relied solely on LLM self-evaluation, presenting several methodological limitations. In the absence of external
validation by human experts or ground-truth benchmarks, the reliability of the generated insights is difficult to ascertain.
Additionally, the documents analyzed were in PDF format. As existing PDF parsers still struggle to interpret graphics and certain
tables accurately, these limitations may affect the LLMs’ overall performance.

CONTRIBUTIONS

While voice and image recognition Al technologies have achieved widespread success, utilizing generated Al—such as ChatGPT
and LLMs—remains in its early stages, with uncertain prospects related to accuracy, hallucinations, privacy concerns, and user
trust. Although their capabilities are increasingly acknowledged, concerns persist, particularly in medical applications. This study
proposes a promising approach that leverages LLMs for literature reviews by integrating multiple technologies—Prompt
Engineering, Retrieval-Augmented Generation (RAG), LLM agents, and database connectivity. This integration enables a
broader range of tasks, including extracting information from sparse data, reasoning and understanding, and summarization or
generation based on article content. Through these methods, the study analyzes trends in the healthcare applications of
ChatGPT—trends that are not associated with a single correct answer, yet provide meaningful insights into the functioning of
Agentic RAG systems.

LLMs store a vast amount of existing human knowledge and linguistic patterns. By leveraging inductive reasoning, Al
applications targeting specific tasks can achieve a certain level of effectiveness. While this demonstrates the strength of LLMs
in narrowly defined contexts and single-turn tasks, research on agent interactions and their learning dynamics remains in its early
stages. Unlike many studies focusing on a single, well-defined task, this research examines open-ended trends. While this broader
scope introduces additional complexity and precludes fixed answers, it enables a more nuanced exploration of the capabilities
and limitations of LLMs in real-world contexts. In addition, employing LLMSs as auxiliary tools in the newest literature reviews
helps reduce subjective human bias, enhance evidence-based decision-making, and improve the efficiency of resource allocation.
These benefits support more informed policymaking and strategic investment within the government and healthcare sectors.

Medicine is a humane endeavor in which language facilitates key interactions among clinicians, researchers, and patients;
however, contemporary Al models for applications in medicine and healthcare have largely failed to leverage language fully
(Singhal et al., 2023). Examining LLM agents’ abilities in content recognition, summarization, and semantic understanding
across multiple documents and communication between agents can help researchers and healthcare providers gain deeper insights
into LLM agents’ interactive behavior. These insights can provide valuable information for utilizing these tools in appropriate
tasks, at the right time, and for the right people (doctor/patient/researcher/organization), ultimately enhancing healthcare quality.
Thus, this research represents an initial step toward a more thorough exploration of LLM agents, offering valuable insights into
their potential applications in academic and practical healthcare.

FUTURE RESEARCH

This study aimed to explore the generalization capabilities of LLMs by employing them to interpret literature and generate
insights into trends related to the applications of LLMs and ChatGPT in healthcare. Specifically, we trained Al agents to extract
accurate information from articles and communicate effectively with one another to produce responses aligned with human
needs—an approach reminiscent of “Child Al,” which learns through interaction and experience rather than relying solely on
predefined rules. However, due to the broad scope of the topic and the absence of a narrowly defined focus, there is a risk of
overlooking critical details—essentially, seeing the forest but missing the trees. Future research could benefit from concentrating
on specific dimensions or tasks to more precisely evaluate LLMs’ capabilities and their practical implications in real-world
applications. At the same time, integrating both perspectives—the generalization potential and task-specific utility—may help
advance LLM agents toward more general-purpose and practically useful Al systems. This direction aligns with the vision of
“Child Al,” which emphasizes continuous learning, contextual adaptation, and interactive reasoning—core elements that move
beyond static rule-based approaches and contribute to developing more autonomous and generalizable Al agents.
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In an aging society, the issues of cognitive decline and dementia among older adults are becoming increasingly severe, placing
substantial economic and emotional pressure on caregivers. Given that GPT-4 has been ranked higher than most physicians in
psychiatry (Katz et al., 2024), LLMs have the potential to play a significant role in this field. By detecting changes in language
usage among older adults, LLMs could facilitate the early detection of symptoms and provide valuable support to healthcare
providers.

Current research has yet to thoroughly investigate the implementation aspects of LLMs, including user adoption, satisfaction,
and continued use, highlighting the early stage of their practical application. Like all technologies, Al tools can offer benefits
but pose potential risks (Lee et al., 2023). Unlike traditional IT systems, which yield consistent outputs when correctly used,
LLMs generate variable responses and may produce hallucinations. This fundamental distinction suggests that future research
on LLM adoption and sustained use may diverge significantly from conventional IT adoption frameworks.

Currently, Al will not replace humans; however, jobs and tasks that are repetitive, time-consuming, and language-related may
increasingly be handled by Al tools such as LLMs and ChatGPT. Using Al tools may increase efficiency and reduce the workload
of healthcare professionals, allowing them to focus on higher-level tasks that require their expertise and clinical judgment (Xue
et al., 2023). LLMs and ChatGPT may become crucial knowledge management components, aiding knowledge exploration and
discovery. Given the rapid advancements in this technology, the adoption of LLMs in clinical medical practice is imminent.
Although the integration of Al poses challenges, the potential collaboration between Al and physicians holds tremendous promise
(Katz et al., 2024). These evolving tools can help healthcare providers give the best care possible (Lee et al., 2023). The question
for the future will be how, not if, we adopt this technology (Patel & Lam, 2023).
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